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Abstract—Inline testing was proposed to check the correctness
of hard-to-reach code statements, enabling developers to write
fine-grained regression tests co-located with the code under test.
However, the current inline testing framework requires explicit
assertions as test oracles, which can be brittle, buggy, or flaky if
not carefully curated—the well-known “oracle” problem. This
problem is especially pronounced in domains such as deep
learning, where alternative oracles such as differential testing
are frequently used.

We propose differential inline testing, which extends the inline
testing framework with an implicit, oracle-free mechanism based
on differential testing. Instead of specifying an explicit expected
output, a differential inline test declares one or more config-
uration variables (e.g., the hardware backend) and an output
variable; the framework then executes the target statement
under each configuration and checks for divergences in execution
outputs. The resulting tests are persistent regression tests that
can be committed to the codebase, and require less maintenance
than explicit assertions as the code evolves. We also design
and implement DIFFITESTGEN, an LLM-based framework for
automatically generating differential inline tests. We evaluate the
effectiveness of differential inline testing and DIFFITESTGEN on
the codebases of two popular deep learning libraries: PyTorch
and TensorFlow. Using DIFFITESTGEN, we generate 9,611 dif-
ferential inline tests with a validity rate of 92.9%, discovering
175 cross-device divergences. While not every divergence is a
bug, we inspected them and reported 6 representative cases to
PyTorch developers, 4 of which have been confirmed as previously
unknown bugs. The generated differential inline tests also serve as
low-maintenance regression tests: no false positives were observed
in the evaluated version transitions, compared with 10 false
positives from equivalent explicit-oracle tests.

Index Terms—Inline Testing, Differential Testing, Large Lan-
guage Models, Deep Learning

I. INTRODUCTION

Inline testing [17], [18] was recently proposed as a new
testing granularity that enables developers to write fine-grained
regression tests for individual program statements. An inline
test is co-located with its target statement in the source
code, making it easy to write, maintain, and comprehend.
As illustrated in Fig. la, an inline test directly follows the
target statement, and checks the target statement’s output
against the expected value given certain test inputs. Prior work
has demonstrated that inline tests can detect single-statement
bugs [12]-[14] that are missed by unit tests [16], [17].

However, the current inline testing framework relies on
explicit assertions (e.g., check_eq) as test oracles. Such
assertions can be flaky [19] when the target statement is non-
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deterministic (e.g., random number sampling), or brittle [11]
when the output value contains components that frequently
change across code versions (e.g., numerical precision, internal
representations). Automatically extracted assertions during the
execution of code or unit tests [16] also suffer from these is-
sues. The difficulty of specifying a correct and robust assertion,
well known as the test oracle problem [1], remains a barrier to
wider adoption of inline testing, especially in domains such as
deep learning where outputs vary across hardware backends
and library versions [22], [28].

Differential testing [10], [20] is a well-established oracle
strategy that sidesteps the need for explicit expected outputs:
it feeds the same test inputs to multiple configurations of a
program (e.g., different hardware backends) and asserts that
their outputs should be consistent. Differential testing has
been effective at finding deep semantic bugs in compilers [4],
[15], [30], [32] and deep learning libraries [23]. However,
existing differential testing approaches operate at the program
or function level, and cannot directly target individual state-
ments buried inside complicated program logic. Reaching such
statements with conventional unit tests or helper functions
requires either extracting them into standalone functions solely
for testing, or adding print-style instrumentation [17]; both
duplicate or restructure production code for the sake of testing,
hurting code quality and maintainability. Inline testing instead
co-locates the test with the statement under test, providing
statement-level targeting without such restructuring.

In this work, we propose differential inline tests, which
extend the inline testing framework with differential testing
as an implicit, oracle-free mechanism. In a differential inline
test, developers provide the test inputs and a configuration
variable that defines the configuration to compare (e.g., the
backend device). Developers do not specify the expected
output. Instead, the framework automatically executes the
target statement under each configuration and checks whether
the outputs are consistent; any divergence indicates a potential
differential bug. By inheriting the co-location and regression
properties of inline tests, differential inline tests serve as
persistent regression tests that require little maintenance:
they stay in the codebase, run in CI, and automatically re-
verify cross-configuration consistency as the code evolves—
without requiring developers to update oracles. We implement
differential inline tests as an extension to pytest-inline [18].

The power of differential inline tests is amplified when



combined with automated test generation. Since no explicit
expected output is required, any generated test input can
be used to compose a differential inline test. We design
and implement DIFFITESTGEN, an LLM-based framework
for generating bug-revealing differential inline tests for given
target statements. DIFFITESTGEN consists of two stages:
(1) generation, which generates bug-revealing test inputs with
code context and API documentation; (2) refinement, which
iteratively repairs invalid tests based on execution feedback.

To demonstrate the effectiveness of differential inline testing
and DIFFITESTGEN, we evaluate on the codebases of two
popular deep learning libraries, PyTorch and TensorFlow,
with CPU vs. GPU as the configuration axis. Deep learning
libraries are ideal subjects for differential inline testing: their
codebases contain many complex tensor operations that should
produce consistent results across hardware backends (e.g.,
CPU vs. GPU), yet are deeply nested in internal modules
where traditional differential testing cannot easily reach. We
apply DIFFITESTGEN to generate differential inline tests for
tensor assignment statements, and evaluate both their bug-
finding capability and their value as regression tests across
library versions. DIFFITESTGEN generates 8,757 passing dif-
ferential inline tests from 19,073 target statements, discovering
175 cross-device divergences. The generated differential inline
tests also serve as low-maintenance regression tests: no false
positives were observed across the two evaluated minor-
version transitions, while explicit-oracle tests yield 10 false
positives. Since a divergence may or may not indicate a bug,
we inspected all of them, grouped them by API, and reported
6 representative GitHub issues to PyTorch developers; so far,
4 have been confirmed as previously unknown bugs and 2 as
intended behavior.

The main contributions of this work include:

o Idea. We propose differential inline tests, introducing dif-
ferential testing to inline tests to provide an oracle-free,
regression-oriented mechanism for statement-level testing.

o Testing Framework. We design and implement differential
inline tests as a natural extension to pytest-inline, with
configuration variables and library-specific test fixtures.

o Generation Framework. We design and implement DIF-
FITESTGEN, an LLM-based framework for automatically
generating differential inline tests.

« Evaluation. We evaluate differential inline tests and DIF-
FITESTGEN on the codebases of PyTorch and Tensor-
Flow, generating 8,757 passing differential inline tests that
discover 175 cross-device divergences and serve as low-
maintenance regression tests in the evaluated minor-version
transitions.

Our code and data are open-sourced at
https://doi.org/10.5281/zenodo.19337365
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import torch

o

from inline import itest

w

def roll(a:TensorLikeType, shifts:DimsType,
dims:DimsType=(0,)) -> TensorLikeType:

if len_shifts != 1 or len_dims != 1:

, dims[0])
1))

first_dim_rolled =
itest () .given(a, torch.tensor (
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torch.roll (a,
[[dopZo
))

(shifts[0],)
[ 15 [Sopdo]
.given (shifts,torch.tensor ([1]
.given (dims, torch.tensor (0))
.check_eq(first_dim_rolled,
9 torch.tensor ([[4.,1.],([2.,3.1]))

10 return roll (first_dim_rolled, tail_shifts, tail_dims)

(a) The target statement (line 7) performs a complex tensor manipula-
tion and is deeply nested in the code (thus hard to be unit-tested). The
inline test (line 9) checks the correctness of the target statement by
comparing the output with an expected value. Note that the expected
value ([[4.,1.], [2., 3.]]), extracted by executing code on PyTorch 2.9,
recorded a buggy behavior on PyTorch 2.9 and fails as a false alarm
on PyTorch 2.10.

1|def test_differential_torch_roll():

2 def _temp(a, shifts, dims):

3 return torch.roll(a, (shifts[0],), dims[0])

4 a = torch.tensor([[1., 2.], [3., 4.11)

5 shifts = torch.tensor([1])

6 dims = torch.tensor (0)

7 out_cpu = _temp(a, shifts, dims)

8 out_cuda =
_temp(a.to("cuda"),shifts.to("cuda"),dims.to("cuda"))

9 assert torch.allclose(out_cpu, out_cuda.to("cpu"))

(b) An example differential test for the target statement (using the
pytest framework), which requires duplicating the target statement in
a temporary function.

1|itest () .fixture ("torch")

2 oo

3 first_dim_rolled = torch.roll(a, (shifts[0],), dims[0])

4 itest () .diff given("device", ["cpu", "cuda"])
.given(a,torch.tensor ([[1.,2.],[3.,4.11))

.given (shifts,torch.tensor([1]))
.given (dims, torch.tensor (0))
.diff test (first_dim_rolled)

(c) A differential inline test for the target statement. Unlike the inline
test in Fig. la, the differential inline test checks an equivalence
property that should hold regardless of PyTorch version.

Fig. 1: Motivating example comparing inline test, differential
test, and differential inline test. The target statement is from
PyTorch’s torch.roll function!.

II. BACKGROUND AND MOTIVATION
A. Inline Tests with Explicit Test Oracles

Suppose we are given a function such as the one in Fig. 1a,
and want to ensure the correctness of a critical target statement
through testing, such as line 7. The desire for testing individual
statements is supported by the inline testing framework [17],
[18]: complicated code statements frequently introduce single-
statement bugs [12]-[14], but testing individual statements in
prior testing frameworks would require extracting the target
statement into a separate function, introducing additional com-
plexity and maintenance overhead.
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An inline test (Fig. 1a, line 9) is a statement inserted into the
program to check the correctness of its preceding statement,
i.e., the target statement (Fig. la, line 7).

1) Syntax: Inline tests are written in a domain-specific
language embedded in the host programming language, where
its syntactic components should follow the grammar defined
in Fig. 4a.> We introduce the syntactic components using the
example in Fig. la:

e declare clause: a constructor call (itest()) that signals the
start of an inline test.

e assign clause: specifying the values of test input variables
(e.g., given(a,torch.tensor([[1.,2.],[3.,4.])))).

o assert clause: specifying the expected
value of  the test output variable (e.g.,
check_eq(first_dim_rolled, torch.tensor([[4.,1.],
2.,3])).

2) Execution Workflow: Note that the inline tests are not
executed during regular program execution: the itest() con-
structor call and follow-up clauses are intentionally imple-
mented as no-op methods, thus do not incur runtime overhead
when they should not. The inline tests are only executed during
the testing phase, i.e., when executing the pytest with the
pytest-inline plugin enabled.

Fig. 2 illustrates the three-phase execution workflow of
inline tests in pytest-inline:

e Finder: scans the project’s Python files for itest() calls
and extracts each inline test with its target statement.

o Parser: transforms each inline test from the domain-specific
language into an executable test case following the arrange-
act-assert pattern; namely, the assign clauses are transformed
into variable assignments (arrange), the target statement is
copied verbatim (act), and the assert clause is transformed
into an assertion (assert).

o Runner: executes the parsed test and reports pass/fail result.
3) Challenge: Explicit Test Oracles are Brittle, Buggy, or

Flaky: One limitation of the current inline testing is that an

explicit test oracle must be provided in the form of expected

output, which introduces several issues. The expected output
needs to be carefully curated such that it checks exactly
what the code under test is supposed to do. Curating them
manually would be tedious, and one common approach is
to record the output from executing the code under test and
use it as the expected output. For example, in Exli [16],
the explicit oracles of inline tests are extracted from the
recorded outputs of existing unit tests. However, the recorded
output can be a non-trivial object with some of its attributes
frequently changing between code versions (e.g., timestamp,
random seed, etc.), which introduces brirtle test oracles that
are hard to maintain [11]. Worse, the recorded output may
unknowingly encode a bug: in our example, the expected

Uhttps://github.com/pytorch/pytorch/blob/v2.9.0/torch/_refs/__init__.py#
L3977

2Between different host programming languages (Python and Java), there
are minor differences of naming conventions of inline test’s syntax compo-
nents (e.g., itest() in Python and new ITest() in Java); in this work, we
stick to the Python naming convention as defined in pytest-inline [18].

output for first_dim_rolled recorded under PyTorch 2.9.0,
torch.tensor([[4.,1.],[2.,3.]]), is actually a buggy one?; the
bug was fixed in PyTorch 2.10.0, which means the inline
test would fail as a false alarm on PyTorch 2.10.0. Another
inherent issue of explicit oracles is flakiness [19], when
the code under test is nondeterministic (e.g., using random
numbers).

This facet of the test oracle problem [1] can be addressed
via implicit oracles such as differential testing [20].

B. Differential Testing

Differential testing [10], [20] is an implicit oracle strategy
that addresses the test oracle problem [1]: instead of requiring
an explicit expected output, it asserts that the execution results
should be consistent when the same code is run under different
configurations. Differential testing is suitable when a code can
be executed equivalently under different conditions, for exam-
ple, executing a tensor operation in deep learning libraries
on different backend devices (CPU and GPU), or compiling
a program with different compilers or optimization flags [4],
[15], [30], [32].

1) Execution Workflow: As illustrated in Fig. 3, a differen-
tial test executes the same code (test inputs + target statement)
under each configuration (e.g., CPU and GPU) and compares
the outputs. When the outputs are consistent, the test passes;
when they differ, a divergence is reported.

2) Challenge: Writing Differential Tests as Regression
Tests Introduces Code Smells: Differential testing is
traditionally combined with fuzzing [6], [9], [23], [25],
[31], [33], where test inputs are generated on-the-fly
and discarded; in other words, differential testing is
usually used as a one-shot campaign rather than persistent
regression tests. However, some differential tests need to
be repeatedly conducted on each code version; we observe
this practice in real-world test suites such as PyTorch’s
test_randint_randomness_for_1 arge_range5 , which
compares the behavior of torch.randint across CPU
and GPU. As a head-to-head comparison, Fig. 1b shows a
differential regression test for our motivating example, written
following the style of this PyTorch test. To write such a test,
developers must introduce a “test harness” that makes the
target statement’s output externally observable. This harness
either duplicates the code under test (code duplication smell)
or refactors the code to expose intermediate functions solely
for testing (a test-induced design change). Either way, it must
be updated whenever the target statement changes.

3See https://github.com/pytorch/pytorch/issues/167562: passing a 0-d tensor
as the dims argument to torch.roll silently ignores the dimension

4This is a bug we found in our experiments, reported to and confirmed by
PyTorch developers. We ask the reviewers not to actively search for this bug
in PyTorch’s issue tracker to avoid breaking double-blindness.

Shttps://github.com/pytorch/pytorch/blob/v2.9.0/test/test_cuda.py#
L1516-L1539


https://github.com/pytorch/pytorch/blob/v2.9.0/torch/_refs/__init__.py#L3977
https://github.com/pytorch/pytorch/blob/v2.9.0/torch/_refs/__init__.py#L3977
https://github.com/pytorch/pytorch/issues/167562
https://github.com/pytorch/pytorch/blob/v2.9.0/test/test_cuda.py#L1516-L1539
https://github.com/pytorch/pytorch/blob/v2.9.0/test/test_cuda.py#L1516-L1539

a = torch.tensor([1l., 2., 3.])
—>| Runner
assert b == torch.tensor([3., 1., 2.])

AN
— . b = torch.roll(a, 1)
—>| Finder itest().given(a, torch.tensor([1l., 2., 3.1)) —> Pgrser —> b = torch.roll(a, 1)
.check_eq(b, torch.tensor([3., 1., 2.]1))

Fig. 2: The workflow of the pytest-inline framework, showing how inline tests are discovered, parsed, and executed.

CPU .
matrix = torch.tensor ( Cinf "dlvergence
[11.0,2.0,3.01, i
[2.0,5.0,6.0], 7é->®
[3.0,6.0,9.0]1)
result = matrix.logdet () CUDA 4|
=15.13

Fig. 3: Example of differential testing: a divergence where
logdet on a singular matrix returns —inf on CPU but a finite
value on GPU*.

l|itest_suite := (tgt_stmt itest+)+

2|itest := declare assignx assertx

3|declare := "itest" ((param = val,) *)

4|lassign := ".given" (input, val)

5|assert := assert_2o0p | assert_lop | assert_0Oop
6|assert_2op := ".check_eq"|".check _neq"|".check_same"|

7 " .check_not_same" (output,val)

8|assert_lop := ".check_true"|".check false"|".check _none" |
9 " .check_not_none" (output)

10|assert_Oop := ".fail" ()

(a) Grammar for inline tests
1|diffitest_suite := [diff_fixture] (tgt_stmt diffitest+)+
2|diff_fixture := "itest () .fixture" (library_name)
3|diffitest := declare diff_assign assignx diff_assert
4|diff_assign := ".diff given" (config_var, val_list)
5|config_var := input_config_var | env_config_var
6|diff_assert := ".diff test" (output_var)

(b) Extended grammar for differential inline tests.
Fig. 4: Grammars

Key Insight. Inline testing and differential testing are
naturally complementary. Differential testing provides
implicit oracles that free inline tests from brittle expected
values (§1I-A3), while the inline test’s target statement
already serves as the test harness, eliminating the code
duplication that plagues traditional differential regression
tests (§1I-B2). We unify them as differential inline tests.

III. DIFFERENTIAL INLINE TESTS

We design and implement differential inline testing as an
extension to the inline testing framework [18]. Our extension
is generic and can be applied to any application scenario
of differential testing by providing a library-specific fixture
(§III-A3), and our implementation instantiates an important
application: testing deep learning libraries’ consistent behavior
across backend devices (e.g., CPU and GPU). Fig. 1c shows
an example of a differential inline test which we reference
throughout this section.

A. Syntax

Differential inline tests extend vanilla inline tests with
minimal syntactic additions to support differential testing,
while preserving the defining characteristic of inline testing:
each test is co-located with and immediately follows its target

statement. Fig. 4b summarizes the extended grammar, which
introduces three new constructs on top of the vanilla inline
test grammar (Fig. 4a): a fixture clause for configuring
library-specific test environments, a diff-assign clause for
specifying configuration variables whose values vary across
configurations, and a diff-assert clause for designating the
output to be compared.

A differential inline test suite (Fig. 4b, line 1) consists of an
optional fixture followed by one or more target statements,
each accompanied by one or more differential inline tests.
Each individual differential inline test (line 3) reuses the
declare and assign clauses from vanilla inline tests and
adds the diff-assign and diff-assert clauses.

1) Differential Assignment Clause: The diff-assign
clause (Fig. 4b, line 4) specifies a configuration variable
whose values vary across executions of the target statement.
Each clause binds a single configuration variable to a finite
list of values, indicating that the target statement should be
executed once per value. A configuration variable (line 5)
may be either an input configuration variable, such as an
algorithm selector that appears as a program-level variable, or
an environment configuration variable, such as the execution
device or library version, drawn from a predefined vocabu-
lary recognized by the framework. For instance, in Fig. lc,
diff_given(“device”,[“cpu”, “gpu”]) declares “device”
as an environment configuration variable with two values.

The grammar requires each value list to contain at least
two elements, ensuring that every differential inline test exer-
cises more than one execution configuration. When multiple
diff-assign clauses are present, the configuration space is
defined as the Cartesian product of all value lists, allowing
a single differential inline test to express multi-dimensional
differential comparisons compactly.

2) Differential Assertion Clause: Instead of specifying
an explicit expected output, a differential inline test con-
cludes with a diff-assert clause (Fig. 4b, line 6).
This clause designates the output variable whose val-
ues are compared across configurations. For example,
.diff_test(first_dim_rolled) in Fig. lc designates the
output of the target statement for cross-device comparison. The
test passes if the output exhibits consistent behavior across all
configurations under the equivalence criterion, and reports a
divergence otherwise.

3) Fixture: The fixture clause (Fig. 4b, line 2) config-
ures the testing environment at the suite level using library-
specific logic. A fixture is a small Python class, written
once per library and reused by all differential inline tests
in that suite. It subclasses the DiffITestFixture class
defined in our framework, and implements a fixed interface,
namely the methods setup, teardown, clone, to_device,



———> itest().fixture("torch")

b = torch.roll(a, 1)

itest () .diff_given(device, ["cpu",
.given(a, torch.tensor([1l., 2., 3.
.diff test (b)

—— > PytorchFixture

L ! Parser

a
a

_cpu f.clone(a)

b_cpu = torch.roll(a_cpu, 1)
_f.set_seed()
a_cuda = _f.to

()2

i _device (_f.clone(a), "cuda")
b_cuda = torch.roll(a_cuda, 1)

assert _f.compare(b_cpu, b_cuda)

Fig. 5: The workflow of differential inline tests, with the fixture modifying the parser’s behavior.

set_seed, and compare; methods left unimplemented (e.g.,
teardown) default to no-ops inherited from the base class.
Fig. 6 shows the complete PyTorch fixture, which is the only
manual artifact required to support a new library. Expressed as
itest().fixture(library_name), the clause applies to all
subsequent differential inline tests in the suite when present.

A fixture encapsulates this logic through three responsibilities:

o Test setup and teardown. The fixture specifies per-
configuration setup actions (e.g., moving data to a target
device, resetting random seeds to control stochasticity) and
teardown actions (e.g., restoring state to cleanly isolate
subsequent configurations).

o Customized parser. The fixture alters inline testing frame-
work’s parser, i.e., how the inline test and target statement
are parsed into an executable test case: (1) duplicating
the assignments and target statement for each configu-
ration; (2) applying the configuration variable’s value in
each configuration, either via simple variable assignment
(if input configuration variable) or code structure manip-
ulation (if environment configuration variable). Crucially,
the parser remains library-agnostic: instead of inlining any
library-specific operation, it emits calls to the fixture’s
interface methods (e.g., _f.clone(...), _f.to_device(...),
_f.compare(...) in Fig. 5), and each library’s fixture sup-
plies the concrete implementation. This is why, for example,
to_device appears in the generated test as the interface call
_f.to_device(...) rather than a hardcoded .to(device).

o Test output equivalence criterion. The fixture specifies how
outputs from different configurations are compared. The
default is exact equality (==), but domain-specific fixtures
can override this with tolerance-aware comparison (e.g.,
allclose for floating-point tensors).

B. Execution Workflow

Fig. 5 illustrates the execution workflow, which extends the
vanilla inline test workflow (Finder, Parser, Runner; Fig. 2)
with a fixture-modified parser. The Finder additionally extracts
the fixture clause if present, and the framework loads
the corresponding fixture (e.g., TorchDiffITestFixture for
itest().fixture(“torch”)). The Parser transforms the dif-
ferential inline test into an executable differential test sup-
ported by the fixture: it sets up the fixture (_f), duplicates
the assignments (arrange) and target statement (act) per con-
figuration, and calls _f.compare() to check output consis-
tency (assert). Notably, the transformation remains library-
agnostic, and all library-specific operations are encapsulated
in the fixture’s methods (e.g., _f.clone() for input cloning,
_f.to_device() for device placement). The Runner executes

class TorchDiffITestFixture (DeeplLearningLibFixture) :
def setup(self):

1

2

3 os.environ["CUBLAS_WORKSPACE_CONFIG"] = ":4096:8"
4| def clone(self, v): return v.clone ()
5| def d): return v.to(d)
6| def
7

8

9

0

1

set_seed(self, seed=42):

to_device (self, v,

random. seed (seed); torch.manual_seed (seed)
np.random. seed (seed)

def compare (self, a, b):

b = a.detach() .cpu(), b.detach() .cpu()

return torch.allclose(a,b,rtol=le-4,atol=1le-4,equal_nan=True)

ar

Fig. 6: Differential inline test fixture for PyTorch.

the test, reporting a divergence when outputs are inconsistent
across configurations.

Some of the fixture’s methods will also be invoked during
the execution of the differential test. Fig. 6 shows the PyTorch
fixture used for our motivating example; this fixture is bundled
in our differential inline testing framework. The fixture’s
setup method configures the CUBLAS environment variable
to make some stochastic tensor operations deterministic; the
clone and to_device methods delegate to the corresponding
methods in PyTorch. The compare method compares the
outputs using torch.allclose with tolerances of 10~% (al-
lowing for relative and absolute errors each up to 10~*) and
equal_nan = True (considering nan values to be equal);
these parameters are chosen to minimize the false positive
divergence due to minor floating-point differences.

IV. DIFFITESTGEN

To support the application of differential inline testing, we
design and implement DIFFITESTGEN, an automated frame-
work for generating bug-revealing differential inline tests.
Fig. 7 presents the overall workflow. Given a target statement,
the Context Retriever (§1V-A) assembles relevant context (API
documentation, surrounding code, etc.) that guides test gener-
ation. The Generation Agent (§IV-B) is instructed to generate
differential inline tests that are likely to trigger divergences
while being suitable for inclusion as regression tests. The
generated tests are executed by the differential inline testing
framework (§III-B), whose outcomes are classified as Passed
(consistent outputs across configurations), Divergent (inconsis-
tent outputs across configurations), or Crashed (runtime error
or timeout). Passed tests are collected into a regression test
suite, while divergent tests should be investigated for potential
bugs. Crashed tests, along with their error logs, are sent to the
Refinement Agent (§1V-C) for iterative repair; corrected tests
are re-executed and re-classified, forming a feedback loop that
steadily improves test quality.
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Fig. 7: The overall workflow of DIFFITESTGEN

DIFFITESTGEN is designed to be configurable with respect
to the underlying foundation LLM and the number of refine-
ment iterations. In this work, we use OpenAI’'s GPT-5.4 and
run refinement up to 3 iterations.

A. Context Retriever

The Context Retriever assembles the information that en-
ables downstream agents to generate high-quality differential
inline tests. For each target statement, it retrieves:

o Surrounding code context: the enclosing function and class,
import statements, and preceding statements.

o Type annotations: input and output types inferred by a type
checker (pyrefly [24]), enabling the agents to construct test
inputs of the correct types.

o API documentation: the documentation of the API called by
the target statement, guiding the generation of meaningful
and bug-revealing test inputs.

o Stochastic constraints: some APIs are inherently stochas-
tic but can be made deterministic under some constraints
(e.g., torch.nn.RNN can be made deterministic by setting
dropout = 0); these constraints, which should be provided
by the user, are useful to reduce false positive divergences.

B. Generation Agent

The Generation Agent takes the target statement and en-
riched context and generates up to N differential inline tests
per target statement (/N=10 by default). To balance creativity
with reliability, we use a temperature of 0.8 with nucleus
sampling (top-p=0.95); if the first attempt yields no test, a
second attempt is made at a lower temperature of 0.3. The
prompt of the Generation Agent is organized into three parts:
o Common instructions: introduces the grammar of differential

inline test, the input format (target statement and context),

the output format (sample differential inline tests), and
guidelines towards generating valid differential inline tests.

o Domain-specific instructions: this part should be customized
to the target differential testing scenario, providing guidance
on what tests to generate and avoid; for example, for
differential testing of deep learning libraries on different
devices, test inputs should generally be small tensors that
can contain corner-case values, but stochastic operations and
single-device operations should be avoided.

o Library-specific instructions: this part should be customized
to the specific library/codebase containing the target state-
ment, providing concrete examples of differential inline
tests and common test inputs (such as tensors in PyTorch),
following the idea of in-context few-shot learning.

The agent is explicitly instructed to return an empty
response, effectively skipping generation, when the target
statement is unsuitable for differential testing. Specifically,
it skips statements that (1) require a special runtime context
that is unavailable (e.g., distributed process groups), (2) in-
voke stochastic operations and cannot be made deterministic,
(3) produce outputs that cannot be meaningfully compared
(e.g., non-tensor outputs are not supported by the fixture
for PyTorch and other deep learning libraries). This prompt-
level filtering reduces false positives without requiring manual
filtering of target statements.

C. Refinement Agent

Whenever a generated differential inline test crashes during
execution, the Refinement Agent iteratively repairs it. The
agent receives the crashed test code together with its error log
(error type and message), and produces a corrected version
that preserves the original test intent while resolving the
identified issue. To prioritize correctness over diversity, it
uses a lower temperature of 0.3 (compared to 0.8 for the
Generation Agent). The prompt of the Refinement Agent is
organized into multiple parts: common instructions, domain-
specific instructions, library-specific instructions, and error-
specific instructions. The first three parts are similar to the
Generation Agent. The last part is triggered when the error
type matches a known failure pattern, in which case the error-
specific instructions provide a targeted fix (e.g., for out-of-
memory errors, the instructions may suggest using smaller
tensors or reducing the batch size).

V. APPLICATION: DIFFERENTIAL INLINE TESTING FOR
DEEP LEARNING LIBRARIES

To evaluate the effectiveness of DIFFITESTGEN and dif-
ferential inline tests, we apply them to the codebases of two
popular deep learning libraries: PyTorch and TensorFlow. Our
evaluation focuses on the regression testing setup: DIFFITEST-
GEN generates differential inline tests for target statements
found in the libraries’ source code, and we measure their



ability to reveal cross-device divergences and detect cross-
version regressions. We structure our evaluation around the
following research questions:

RQ1. How effective is DIFFITESTGEN at generating valid
differential inline tests, and do they reveal cross-device diver-
gences in the codebases of PyTorch and TensorFlow?

RQ2. Can differential inline tests serve as regression tests that
detect behavioral changes across library versions, and how do
they compare to explicit-oracle inline tests for this purpose?
RQ3. What are the common error patterns in the crashed tests
generated by DIFFITESTGEN?

A. Subjects

We evaluate on two widely used deep learning libraries:
PyTorch (v2.9.0 for RQ1; v2.9.0 and v2.10.0 for RQ2) and
TensorFlow (v2.19 for RQ1; v2.19 and v2.20 for RQ2).

To identify target statements suitable for cross-device differ-
ential inline testing, we parse every Python file, extract assign-
ment statements, and apply the following filters: (1) statements
with no inputs or no tensor-typed inputs are removed; (2) state-
ments referencing self or producing structured outputs (tuple
unpacking) are discarded; (3) trivial assignments (bare names
or constants) are discarded; (4) target statements using always-
stochastic or device-irrelevant APIs are excluded. Finally, we
deduplicate target statements across the codebase.

a) Stochasticity and Device-Irrelevance API Identifica-
tion: To identify APIs that may be stochastic or device-
irrelevant, we crawl the PyTorch and TensorFlow API doc-
umentation and search it for indicative keywords ({random,
sample, stochastic, dropout, uninitialized} for stochastic,
and {mps, xpu, vulkan, mtia, privateuse, hpu, ipu, tpu}
for device-irrelevant), yielding 387 candidate stochastic and
132 candidate device-irrelevant APIs that the authors col-
lectively reviewed and labeled. We classify each stochastic
API as always-stochastic (excluded from our study; e.g.,
torch.randn), conditioned (kept, with a manually anno-
tated determinism constraint passed to DIFFITESTGEN; e.g.,
torch.nn.RNN), mitigated (made deterministic by the fixture’s
setup; e.g., torch.empty), or deterministic (an accidental
keyword match); the confirmed device-irrelevant APIs are
excluded from our study.

b) Type Inference: We use pyrefly [24] to infer tensor-
typed variables for PyTorch; since no type-inference tool
worked on TensorFlow, we fall back to tagging variables from
known tensor-producing modules.

c) Dataset Statistics: Table I summarizes the filtering re-
sults. From 3,900 Python files in PyTorch, the pipeline retained
18,121 target statements (5.8%) across 1,051 source files.
From 3,137 files in TensorFlow, it retained 952 statements
(0.6%) across 187 files.

B. Experimental Environment

We conduct our evaluation on a machine with an NVIDIA

RTX A6000 GPU (48GB VRAM) and CUDA 13.0. DIF-
FITESTGEN adopts GPT-5.4 as the foundation LLM, specif-
ically used via the OpenAl API in flex mode. The entire

TABLE I: Dataset and filtering statistics.

Filter Stage PyTorch  TensorFlow
Total Python files 3,900 3,137
Total assignment stmts 313,091 171,960
No inputs (non-assignment) 115,968 64,912
No tensor inputs (non-tensor type) 102,564 75,133
Self-references (self. *) 23,403 19,319
Structured output (tuple unpacking) 6,445 3,494
Trivial RHS (bare name / constant) 38,309 7,767
Always-stochastic / non-device APIs 398 0
Cross-file duplicates 7,867 375
Final target statements 18,121 952

experiments took about 5 GPU-days to complete. DIFFITEST-
GEN used 49,963,338 input and 3,784,214 output tokens for
generation, and 4,494,784 input and 1,011,951 output tokens
for refinement, costing $104.04 in total ($0.0055 per target
statement).

C. RQI: DIFFITESTGEN Performance

We evaluate DIFFITESTGEN with two metrics. The va-
lidity rate, (#Pass + #Diverge)/#Tests Gen., is the fraction
of generated tests that execute without crashing; it is not
bug-finding precision, since a divergence may be intended
behavior. Statement coverage, #Tests Gen./#Target Stmts, is
the fraction of target statements for which the agent does not
skip. Each counted test is one target statement and may hold up
to N=10 inline tests (§IV-B). For refinement, #Target Stmts is
the previous stage’s crashed tests, and coverage is how many
of those crashes were regenerated.

Table II presents the results of DIFFITESTGEN’s test gen-
eration and refinement process on both codebases.

PyTorch. DIFFITESTGEN generated 8,420 passing differential
inline tests from 18,121 target statements, achieving a final
validity rate of 93.4%. The generation stage produced 7,800
passing tests (validity rate 86.4%, statement coverage 50.8%)
and discovered 151 divergences. Through three refinement
iterations, the framework recovered 638 additional passing
tests, improving the validity rate from 86.4% to 93.4%, and
discovered 169 divergences in total across 76 distinct APIs.
The refinement showed diminishing returns, suggesting that
remaining failures represent complex semantic issues not
easily addressed through error-message-guided repair.
TensorFlow. DIFFITESTGEN generated 337 passing differ-
ential inline tests from 952 target statements (validity rate
83.3%, statement coverage 43.3%). Refinement recovered 227
additional passing tests, totaling 6 divergences across 3 APIs.
Refinement follows a similar diminishing-returns pattern.
Summary. Across both libraries, DIFFITESTGEN generated
8,757 passing differential inline tests (validity rate 92.9%,
statement coverage 50.4%) and discovered 175 cross-device
divergences; our design intentionally favors validity over cov-
erage to minimize false positives requiring manual inspection.



TABLE II: Test generation and execution results across DIFFITESTGEN’s stages.

#Target . #Tests . Valid. Stmt.

Stage Stmts #SKip Gen. #Pass #Diverge #Crash Rate Cov.

Generation 18,121 8,922 9,199 | 7,800 151 1,248 | 86.4% 50.8%

Refinement-1 1,248 228 1,020 503 17 500 | 51.0% 81.7%

PyTorch Refinement-2 500 53 447 87 1 359 | 19.7% 89.4%
Refinement-3 359 22 337 30 0 307 89% 93.9%
DIFFITESTGEN (final) 18,121 8,922 9,199 | 8,420 169 610 | 93.4% 50.8%

Generation 952 540 412 115 1 296 | 282% 43.3%

Refinement-1 296 34 262 192 5 65 | 752% 88.5%

TensorFlow Refinement-2 65 7 58 27 0 31 | 46.6% 89.2%
Refinement-3 31 2 29 3 0 26 | 10.3% 93.5%
DIFFITESTGEN (final) 952 540 412 337 6 69 | 833% 43.3%

Total \ 19,073 9,462 9,611 \ 8,757 175 679 \ 929% 50.4%

D. RQ?2: Cross-Version Regression Detection oo Error Counts Across Stages (PyTorch)

We evaluate whether differential inline tests can . °%° e
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version is the external axis on which we re-execute the
same files (PyTorch 2.9.0 — 2.10.0; TensorFlow 2.19 — 2.20)
and classify pass-to-pass, pass-to-diverge, pass-to-crash, and
diverge-to-diverge outcomes. For each differential inline test
that passes on v(N), we also build a hypothetical explicit-
oracle inline test from the recorded output and re-run it on
v(N+1). A false positive is such a test that fails on v(N+1)
while the differential inline test still passes; the comparison
covers only tests that pass on v(N).

Results. For PyTorch, of the 9,065 tests with unchanged target
statements (134 excluded), 8,299 passed on v2.9.0: 7,688 still
pass, 1 newly diverges, and 610 crash due to API changes; 149
tests that already diverged still do. For TensorFlow, of the 337
tests that passed on v2.19, 333 still pass and 4 newly diverge; 6
diverge on both versions and 69 crash on both. § PyTorch and
2 TensorFlow explicit-oracle tests failed on the new version
while the corresponding differential inline tests still passed;
all are false positives from brittle or buggy oracles. No false
positives were observed for differential inline tests in these two
minor-version transitions, versus 10 for explicit-oracle tests.
The newly divergent tests (1 PyTorch, 4 TensorFlow) are actual
cross-device output differences on the new version and remain
to be investigated; we count them neither as false positives nor
as bugs. Major-version API changes, as in the pass-to-crash
outcomes, can still require maintenance, so differential inline
tests reduce it but do not eliminate it.

E. RQ3: Error Analysis

Fig. 8 shows the distribution and progression of error
categories across DIFFITESTGEN’s generation and refinement
stages for both libraries. The error analysis reveals two key
findings. First, context limitation is the primary bottleneck:
across both libraries the dominant crashes are NameErrors,
where the LLM cannot resolve identifiers defined in distant
scopes or deeply nested internal modules that are not present
in the provided context (most acute for TensorFlow). This
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Fig. 8: Error pattern progression across iterations.

suggests that richer context retrieval (e.g., project-wide sym-
bol resolution) could substantially improve test generation.
Second, refinement helps most when the error message is
informative (e.g., RuntimeError) and less when the failure
is missing context (NameError).

VI. DISCUSSIONS
A. Real-World Impact

We inspected all 175 discovered divergences and grouped
them by the API they exercise (79 APIs), so related cases
are reviewed together and the developer’s review effort is
minimized. Expected differences arise from two sources. First,
stochastic operations are inherently nondeterministic across
devices: as PyTorch developers note in a GitHub issue®,
each device uses a different random-number-generator imple-
mentation, so identical seeds yield different sequences (e.g.,
torch.multinomial, torch.nn.Dropout); we therefore filter

Shttps://github.com/pytorch/pytorch/issues/2976
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out known stochastic operations before generation. Second,
some statements legitimately differ by design (e.g., eigende-
composition may return eigenpairs in different orders); we
prompt the LLM to skip such APIs. Among the remaining
groups we prioritized qualitatively different outputs (e.g.,
—inf vs. a finite value) over small numerical noise, and filed 6
representative PyTorch issues: 4 were confirmed as previously
unknown bugs and 2 as intended design.

Adopting differential inline tests in a codebase requires
adding the inline scaffolding next to target statements plus
one library-specific fixture (Fig. 6). We argue this cost is
modest and controllable. Deploying on a new library is a one-
time cost: that fixture, a review of candidate stochastic and
device-irrelevant APIs (387 and 132 in our study), library-
specific prompts, and divergence triage. It is paid once per
library, not once per test, and can be potentially automated
with LLM-assisted API labeling. The inline clauses are no-
ops during normal execution so they add no runtime overhead,
and only run under PyTest with the plugin enabled [17]. A
project need not annotate every statement: differential inline
tests can be added incrementally to the most critical or bug-
prone statements, and DIFFITESTGEN helps by generating
them automatically. While adding differential inline tests could
impact readability, it can be mitigated by folding the test lines
in IDEs/editors.

Building on these findings, we plan to integrate the dif-
ferential inline test framework into the official pytest-inline
repository (so any Python project can adopt it with minimal
setup), and to deploy a curated set of generated differential
inline tests into PyTorch and TensorFlow to gather developer
feedback on their usefulness in continuous integration. Future
work includes extending the approach to JAX and other
libraries, and studying longer and major-version histories.

B. Threats to Validity

a) Internal Validity: DIFFITESTGEN relies on LLM
agents for both test generation and refinement, so the quality of
the generated differential inline tests is inherently bounded by
the LLM’s understanding of API semantics, tensor operations,
and edge cases. To mitigate prompt sensitivity, we use a
structured prompt template with few-shot examples and apply
three rounds of error-guided refinement. The underlying LLM
is a configurable component, so DIFFITESTGEN is model-
independent in its architecture, but we evaluated only GPT-5.4;
performance with other models, including open-weight ones,
is not empirically established and is left to future work. Our
stochastic-API classification (always-stochastic, mitigated, and
conditioned) requires a manually curated list; an incomplete or
incorrect list could introduce false-positive divergences or miss
genuine bugs. We mitigate this by systematically searching
API documentation with keywords and having the authors
collectively review all candidates.

b) External Validity: Our empirical findings are scoped
to PyTorch and TensorFlow with CPU vs. GPU as the con-
figuration axis. Although the differential inline test framework
is general-purpose, applying DIFFITESTGEN to other domains

or libraries (e.g., compilers or JAX) would require adapting the
target-statement finder, the stochastic-API classification, the
library-specific fixture, and the generation/refinement prompts.
Other configuration axes and major-version evolution are like-
wise unevaluated.

c) Construct Validity: We measure the validity rate (the
fraction of generated tests that pass or diverge, rather than
crash) and statement coverage (the fraction of target statements
for which a test is generated) to evaluate test quality, and
count divergences to assess bug-finding ability. The validity
rate is not bug-finding precision: a divergence may be intended
behavior. Divergences are not automatically classified as bugs;
we manually inspect all of them and submit representative
cases as GitHub issues for confirmation by library developers.
The false-positive comparison against hypothetical explicit-
oracle inline tests covers only the two evaluated minor-version
transitions.

VII. RELATED WORK
A. Inline Testing and Differential Testing

Inline tests [17] target the correctness of individual state-
ments; Exli [16] generates them by recording variable values
from existing unit-test executions, but such recorded oracles
are prone to the test oracle problem [1]. We instead embed
differential testing into inline tests, where the oracle is cross-
configuration agreement rather than a hardcoded value.

Differential testing [10], [20] has been especially suc-
cessful in compiler testing [4], [15], [30], [32] and, in
deep learning, in cross-model and cross-backend testing such
as DeepXplore [22] and CRADLE [23]. We bring it to
a new granularity—inline testing—adding code co-location,
statement-level targeting, and persistent regression testing,
addressing both the oracle problem and the maintenance of
oracles across library versions.

B. LLM-based Test Generation

TitanFuzz [6] and FuzzGPT [7] use LLMs to generate API
inputs and unusual programs that trigger edge cases, but they
still target crashes in public APIs.

Our work is the first to apply LLMs to differential inline test
generation: a two-stage framework (generation and refinement)
that uses context retrieval and execution feedback to produce
tests for internal statements, where the LLM supplies inputs
and the framework supplies the differential oracle.

C. Bug Detection for Deep Learning Libraries

Fuzzers such as FreeFuzz [25], DeepREL [8], DocTer [27],
IvySyn [5], and NablaFuzz [29] target crashes in deep learning
libraries and discard inputs after a campaign. Differential
inline tests instead target internal statements and remain in
the codebase as regression tests, so we position them as a
complement to fuzzing rather than a replacement.

Metamorphic testing [3] addresses the oracle problem via
relations between related executions, and has been applied to
deep learning models, operators, and compilers [2], [21], [26],
[28], [34]. Extending inline testing to metamorphic relations
is future work.



VIII. CONCLUSIONS

We proposed differential inline tests, which extend the inline
testing framework with differential testing as an oracle-free,
regression-oriented mechanism for statement-level testing: a
differential inline test declares configuration variables (e.g.,
backend device) and an output variable, and the framework
executes the target statement under each configuration and
checks for divergences without an explicit expected output.
We implemented differential inline tests atop pytest-inline with
fixtures for PyTorch and TensorFlow, and built DIFFITEST-
GEN, an LLM-based framework that automatically generates
bug-revealing differential inline tests for statements in library
codebases. On two deep learning libraries, DIFFITESTGEN
generated 8,757 passing differential inline tests from 19,073
target statements, revealing 175 cross-device divergences (4
confirmed as previously unknown PyTorch bugs); as regression
tests on the two evaluated minor-version transitions, no false
positives were observed, versus 10 for equivalent explicit-
oracle tests.
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